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 A B S T R A C T 

Continuous authentication on endpoint devices requires behavioural representations that 

are accurate, compact and suitable for real-time use. This paper investigates mathematical 

feature representations for modelling user behaviour from mouse-dynamics data. Three 

feature families are proposed: path signatures derived from rough path theory, differential-

geometric descriptors of cursor trajectories and optimal-control residuals based on human 

motor-control models. The proposed features are evaluated on the Balabit and SapiMouse 

datasets and compared with a 142-feature reference bank from existing mouse-dynamics 

literature. All feature sets are tested under the same one-class Mahalanobis protocol to isolate 

the contribution of the features themselves. The results show that optimal-control features 

provide the best compact representation, achieving competitive performance with only 23 

features. Feature fusion further improves accuracy, while cross-dataset experiments 

highlight the importance of robustness across long and short session regimes. 

1. Introduction 

User authentication on an endpoint is one of the 

most important processes in information security. 

This is especially important for corporate devices 

such as laptops and personal computers, because 

after logging in, they can be used to access internal 

corporate systems. Even the most modern 

authentication methods, including multi-factor 

verification using PIN codes or biometric traits, as 

a rule require verification only once when a session 

is activated. After a session begins, repeated user 

verification is usually not performed, which creates 

a potential vulnerability. For example, a user may 

log in and then hand over a device with an active 

session to someone who should not have access. 

Alternatively, a legitimate user may leave a device 

with an active session unattended, and during that 

time someone may be able to use the device 

without going through authentication and perform 

potentially malicious actions.  

One solution to this problem is continuous 

authentication. It assumes that after the initial 

authentication process to activate a session, when 

the user begins working with the device, 

verification does not stop, but continues to be 

performed in the background and constantly re-

verifies the user, determining whether the active 

user is the one who was authenticated when the 

session was activated. There are many 

implementations of continuous authentication, for 

example constant observation via a camera with 

built-in face recognition, or the use of devices such 

as smart bracelets that must be near the endpoint 

device for the session to remain open. However, 

such solutions, which require additional physical 
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devices, whether a camera or a smart bracelet, are 

inconvenient from the user’s perspective. 

A more suitable approach to implementing 

continuous authentication is to model user 

behavior based on their interactions with the 

endpoint device. Each person controls devices in 

their own way: using the keyboard, differing in 

typing speed, using the mouse, differing in cursor-

control habits and interacting with graphical 

applications, with specific patterns. This 

uniqueness of interaction with devices can be 

considered a biometric characteristic of a person. 

Unlike physical biometric data, such as a 

fingerprint or face, a user’s interactions with a 

computer form their digital biometrics (Khan et al., 

2024). Digital biometrics can be used for 

continuous authentication without the need for an 

additional physical device, solely by monitoring 

the user’s interactions with the endpoint. When 

deviations in the active user’s behavior from the 

behavior model of the user authenticated at session 

activation are detected, the system terminates the 

active session and requires the user to go through 

the primary authentication process again to 

reactivate it.  

There are many studies devoted to modeling 

user behavior based on their interaction with a 

computer. Different works consider different types 

of interactions. For example, some aim to model 

behavior using only keystroke data (Killourhy & 

Maxion, 2009), while others use a combination of 

several data sources, for instance simultaneously 

using mouse data, keyboard data, and events 

occurring in the graphical interface of applications 

(Asgarov, 2025). In addition, modeling a user’s 

digital behavior is studied not only in the context 

of continuous authentication, but also in other 

areas. For example, in the work by L. Pepa et al. 

(2021), the stress level of participants was studied 

based on keyboard data and mouse dynamics. 

In this work, we study user interaction based on 

mouse dynamics. Raw computer mouse control 

data are a time series consisting of many successive 

movement, click, or scroll events. However, these 

events by themselves are inconvenient for analysis 

and for use in machine learning methods or neural 

networks. Therefore, it is important to extract 

informative features from mouse-dynamics events 

that are applicable across a wide range of machine 

learning methods. In this work, we propose a new 

set of mouse-dynamics features based on 

mathematical feature representations and compare 

it with existing mouse-dynamics features from the 

existing literature. 

The features proposed in this work, based on 

mathematical representations, are divided into 

three families: 

 Path signatures. Truncated iterated 

integrals of the time-augmented trajectory, 

organised as a tensor algebra (Lyons, 2014; 

Chevyrev & Kormilitzin, 2026). 

 Differential-geometric invariants. Pointwise 

invariants of the trajectory in ℝ3: the Frenet-

Serret apparatus, the equiaffine arc length 

linked to Lacquaniti's two-thirds power law 

(Lacquantini et al., 1983; Flash & Handzel, 

2007), and the curvature scale-space of 

Mokhtarian and Mackworth (1992). 

 Optimal-control residuals. Differences 

between the observed trajectory and the 

trajectory that an idealised motor controller 

would have produced under the Flash-

Hogan minimum-jerk model (Flash & 

Hogan, 1985), the Lacquaniti law 

(Lacquantini et al., 1983), and the Todorov-

Jordan hypothesis of optimal feedback 

control (Todorov & Jordan, 2002). 

The features proposed in this work are 

compared with a benchmark feature set taken from 

existing studies on behavior modeling based on 

mouse dynamics. This set includes seven groups of 

features and contains 142 different features in total. 

Two datasets are used to test and evaluate the 

proposed features: Balabit (Fulop et al., 2016), 

consisting of long sessions, and SapiMouse (Antal 

et al., 2021), consisting of short sessions. In this 

work, the main focus is on the features themselves 

and their properties in modeling, rather than on 

detectors. Therefore, as a detector trained on data 

from these features and then detecting deviations 

in behavior and, thus, anomalies, the one-class 

Mahalanobis method will be used. 

2. Related work 

Mouse-dynamics features. Using mouse 

dynamics to identify a user is not something new. 

For example, more than 20 years ago, in their work, 

Pusara and Brodley (2004) studied mouse cursor 

activity and were the first to propose kinematic 

features for modeling user behavior. Gamboa and 

Fred (2004) in the same year, proposed using 

features based on angular statistics. However, 

interest in this area has not faded, and feature-set 

extraction and its study over these 20 years have 
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remained an active area of research. For example, 

10 years after the previously mentioned works, 

Shen et al. (2013) proposed a new combination of 

kinematic, angular and trajectory-shaped features, 

which is still considered one of the standard feature 

sets. In the review study closest to our time, Khan 

et al. (2024) presented a catalog of all mouse-

dynamics features. However, this catalog did not 

include the features that we will consider in this 

work, namely features based on mathematical 

representations: signatures, equiaffine geometry 

and optimal-control residuals. 

Path signatures. Feature representation from 

rough path theory (Lyons, 2014) makes it possible 

to map multidimensional trajectories into a 

sequence of integrals organized as a truncated 

tensor algebra. Such a representation is called a 

trajectory signature and has several useful 

properties that make it a good choice for the task of 

modeling mouse movement. One such property is 

uniqueness up to tree-like equivalence, by the 

Hambly–Lyons theorem (Hambly and Lyons, 

2010): any two distinct trajectories have different 

signatures unless their paths can be obtained from 

one another by reparameterization. Another useful 

property is that the signature is invariant to time 

reparameterization: identical trajectories obtained 

at different times have the same signature. 

Signature representation has been used in 

several applied biometric tasks. For example, in 

their work, Lai et al. (2017) applied this method to 

verify signatures made on an electronic screen, 

where the trajectory consisted of data obtained 

from a digital pen used for signing. There are also 

works in which signature transformation was used 

to recognize handwritten characters and letters 

(Yang et al., 2016). 

Differential geometry of curves. Differential 

geometry of curves makes it possible to describe a 

trajectory using pointwise invariants of its path. At 

each point of a curve in two-dimensional space, 

curvature can be used to measure how strongly the 

direction of the tangent changes and in three-

dimensional space torsion is additionally 

considered, showing how strongly the osculating 

plane of the curve rotates. The Frenet–Serret 

apparatus (Mokhtarian and Mackworth, 1992) 

organizes these invariants into an orthonormal 

moving frame of reference, which has the same 

important property as signatures, namely, it does 

not depend on time reparameterization. 

Differential geometry features are widely used 

in pattern recognition tasks such as symbols, 

handwriting and signatures. For example, the 

Curvature Scale-Space (CSS) method proposed by 

Mokhtarian and Mackworth (1992), based on 

differential geometry, became an important part of 

the MPEG-7 standard, which is now widely used 

to describe characteristics and index audio and 

video files. In another work, Abbasi and 

Mokhtarian (1999) investigated handwritten text 

recognition using the concepts of affine arc length 

and equiaffine curvature. The Frenet–Serret 

apparatus is also found in works on robotics, 

trajectory simulation (Lewiner et al., 2005) and 

studies of motor control (Flash and Handzel, 2007). 

Optimal control of pointing. Theory of optimal 

control residuals considers how the trajectory itself 

is formed. A trajectory does not arise by itself, but 

is produced by movements of the user’s hand, that 

is, by a human and their nervous system. In 

neurobiology research, several mathematical 

models describing the control of human motor 

functions have been formulated and validated. 

Using these models, it is possible to predict the 

subsequent movement of the trajectory. 

Comparing the actual trajectory with the predicted 

one should yield close results and preserve similar 

properties and large deviations can be used to 

detect anomalies. 

In work by a group from Bayreuth (Fischer et 

al., 2020), a model based on a linear-quadratic 

regulator (LQR) was proposed with user 

parameters such as stiffness, force and damping, 

which are easy to interpret. Later, they improved 

their model by adding a Kalman filter on top of the 

LQR controller to suppress noise in the data 

(Fischer et al., 2022). Todorov and Jordan in their 

work proposed an optimal control framework in 

which trajectories are viewed as solutions to a 

stochastic optimal control problem with sensory 

feedback (Todorov and Jordan, 2002). 

Motor control metrics are also used in clinical 

research. For example, in the work by Gajos et al. 

(2020), mouse movement characteristics were 

applied to clinic patients to assess the severity of 

ataxia and parkinsonism. Similar studies also exist 

on Parkinson’s disease recognition, in which the 

dynamics of key presses on a touchscreen were 

analyzed (Iakovakis et al., 2018). 

3. Datasets and evaluation protocol 

Balabit. The first dataset used to evaluate the 

features is the Balabit Mouse Dynamics Challenge 

dataset (Fülöp et al., 2016). This dataset consists of 
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logs of events of all interactions with the mouse, 

collected from ten users in a remote desktop 

environment over several months. For each user, 

the dataset includes training and test sets. In 

addition, in the test set each session is labeled as 

legal or illegal, that is, anomalous. 

Each Balabit session is a .csv file, where each row 

corresponds to a mouse event. One training session 

contains on average from 20,000 to 40,000 events and 

has an average duration of about 5 hours. A test 

session includes on average from 500 to 5,000 events 

and lasts from 30 seconds to 10 minutes. The average 

event frequency across the entire dataset is about 

two events per second. However, events are 

distributed unevenly: there are intervals in which no 

events occur and in some cases the duration of such 

intervals reaches several minutes. 

SapiMouse. The SapiMouse dataset, collected 

at the Transylvanian Hungarian University of 

Sapientia, is the second dataset used to evaluate the 

features. This dataset is the largest publicly 

available dataset on mouse behavior dynamics in 

terms of the number of recorded users. Unlike the 

previous dataset, the data in SapiMouse were 

collected a bit differently. Each user session 

contains two .csv files: one with a duration of 3 

minutes and the other 1 minute. 

Unlike the first dataset, SapiMouse is more 

focused on the number of users, each of whom 

interacted with the mouse for short time intervals. 

For the experiments in this work, 30 users were 

randomly selected from this dataset; the selection 

was performed using a fixed pseudorandom seed to 

ensure the reproducibility of the experimental 

setup. To evaluate the features and methods applied 

to this dataset, the same principles were used as in 

the published SapiMouse benchmarks (Antal et al., 

2021), in which models were trained on the three-

minute data and tested on the one-minute dataset 

from the same user and from other users. 

Window construction. Both datasets are 

processed using the window-based representation 

of telemetry data. Each session is split into 

windows consisting of W = 64 consecutive events. 

This number is chosen so that there are enough 

events to extract the features considered in this 

work. This choice of W matches the value that has 

become established in the published Balabit and 

SapiMouse benchmarks (Antal and Egyed-

Zsigmond, 2019; Antal et al., 2021). 

In the studied datasets, there are user sessions 

that contain fewer events than the chosen value of 

W. In such cases, the sessions are not included in 

the study and are skipped. The share of such 

sessions is less than 2% of the total number of 

sessions. The main data extracted from mouse 

events are the cursor coordinates {(xᵢ, yᵢ)} for i = 

1..W and the corresponding timestamps {tᵢ}. Within 

the proposed features, two types of paths are 

considered: the geometric path γ(s) = (x(s), y(s)) 

and the time-augmented path γ(t) = (t, x(t), y(t)). 

Detector. As the detector, a one-class 

Mahalanobis detector was chosen, which computes 

the anomaly score as follows: 

 

𝑆̂MAH(𝑥⃗) = (𝑥⃗ − 𝜇̂)⊤(Σ̂ + 𝜆𝐼)
−1
(𝑥⃗ − 𝜇̂), (1) 

 

where mean 𝜇̂ and covariance Σ̂ are estimated from 

the standardised training feature matrix. λ = 10⁻³ is 

the Tikhonov regulariser applied to the diagonal so 

that the inverse exists for arbitrary feature 

dimensions. 

We focus on the features themselves and 

evaluate their accuracy in modeling user behavior; 

accordingly, we use the same detector for all 

experiments. The one-class Mahalanobis method 

has no stochastic hyperparameters and does not 

require large computational resources, which 

makes it a good choice for evaluating features.  

Per-user one-class protocol. For each user u, the 

model is trained on u's training windows only. For 

each test session s with windows  {𝑥⃗𝑗
(𝑠)}

𝑗=1

𝑊𝑠
, the per-

window anomaly scores 𝑆̂𝑗
(𝑠) are aggregated into a 

single session-level score by taking the arithmetic 

mean 

𝑆̂(𝑠) =
1

𝑊𝑠

∑ 

𝑊𝑠

𝑗=1

𝑆̂𝑗
(𝑠), (2) 

and a session is declared anomalous if 𝑆̂(𝑠) exceeds 

a per-user threshold. Following the published 

Balabit benchmarks, no fixed threshold is hard-

coded into the protocol. Instead, the threshold is 

swept across the score range and the resulting 

receiver operating characteristic (ROC) curve is 

summarised by the area under the curve (AUC), 

the equal-error rate (EER) and the threshold that 

maximises the per-user accuracy, which is also 

used to compute precision, recall and the F₁ score. 

Statistical assessment. The performance and 

viability of the proposed features are evaluated on 

two datasets. Balabit contains data from 10 users. 

SapiMouse includes 120 users and does not contain 

pre-prepared anomalous data. Therefore, in this 

work we use only 30 randomly selected users. For 

each of them, the remaining 29 users are 
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considered anomalous. 

For the Balabit dataset, the number of users is 

10, which is too small. The results of comparing 

different feature sets on this dataset may not reflect 

the true accuracy of the model when used with the 

detector. They may show a favorable value for a 

particular sample. Therefore, it is important to 

conduct a statistical assessment (Japkowicz & 

Shah, 2011) in order to confidently claim that the 

obtained results are stable and do not depend on 

the chosen way of working with the dataset. 

To assess the reliability of the obtained results, 

we use two statistical tools. The first is a confidence 

interval. It shows the range of likely values of the 

mean and is computed by repeatedly resampling 

users with replacement. The second is a test of the 

statistical significance of differences using the 

Wilcoxon test (Elforn & Tibshirani, 1993). This test 

compares two feature sets pairwise for each user 

and ranks the differences by absolute value. Then a 

p-value is computed, indicating the probability 

that the advantage of one feature set over the other 

occurred by chance. These statistical estimates 

make it possible to correctly judge the reliability of 

the results obtained on the available datasets and 

not to mistake random fluctuations for a significant 

effect. 

4. Reference feature bank 

As a baseline against which the three new 

feature families will be measured, we re-

implement a 142-feature bank that aggregates the 

descriptors most commonly used in published 

mouse-dynamics work over the past two decades. 

For every scalar sequence 𝐚 = (𝑎1, … , 𝑎𝑀) that 

varies over time, we attach a six-statistic summary 

stats6(𝐚) = (𝜇, 𝜎,𝑚𝑖𝑛,𝑚𝑎𝑥, 𝑚̃, IQR) that captures 

the central tendency, the spread, the extremes, and 

the dispersion of the sequence. 

The 142 features are split into seven 

semantically meaningful groups whose 

composition follows the consensus that has 

emerged in the published feature-engineering 

literature. 

Kinematic (31 features). Each mouse event 

corresponds to a timestamp indicating the time of 

its occurrence. Let 𝑡𝑖 denote the time of the i-th 

event and let (𝑥𝑖 , 𝑦𝑖) be the cursor coordinates at the 

time of this event. Then, for each event in the 

window 𝑖 = 1,… ,𝑊 − 1, we define the increments 
Δ𝑡𝑖 = 𝑡𝑖+1 − 𝑡𝑖, Δ𝑥𝑖 = 𝑥𝑖+1 − 𝑥𝑖 , Δ𝑦𝑖 = 𝑦𝑖+1 − 𝑦𝑖 . 

Consequently, we can obtain the following 

kinematic features of mouse dynamics: 

𝑣𝑥
(𝑖) =

Δ𝑥𝑖
Δ𝑡𝑖

, 𝑣𝑦
(𝑖) =

Δ𝑦𝑖
Δ𝑡𝑖

,

𝑣(𝑖) = √(𝑣𝑥
(𝑖))

2
+ (𝑣𝑦

(𝑖))
2
.

(3) 

Next, in addition to these features, acceleration and 

jerk are also computed: 

𝑎(𝑖) =
Δ𝑣(𝑖)

Δ𝑡𝑖+1
=
𝑣(𝑖+1) − 𝑣(𝑖)

Δ𝑡𝑖+1
,

𝑗(𝑖) =
Δ𝑎(𝑖)

Δ𝑡𝑖+2
=
𝑎(𝑖+1) − 𝑎(𝑖)

Δ𝑡𝑖+2
.

(4) 

Thus, we obtained 5 kinematic features to 

which six statistical measures can be applied. In 

total, this gives 5 × 6 = 30 features, to which one 

more velocity-balance ratio feature is added: 

𝜌𝑣 =
|𝑣𝑥|

|𝑣𝑥| + |𝑣𝑦| + 𝜀
. (5) 

In total, this gives 31 kinematic features. The 

kinematic group dates back to Pusara and Brodley 

(2004) and is the most widely used family across 

the literature. 

Angular (27 features). For each consecutive pair 

of events we calculate four statistical angular features. 

Those are path direction 𝜃𝑖 = arctan2⁡(Δ𝑦𝑖 , Δ𝑥𝑖), angle 

increment Δ𝜃𝑖, discrete plane curvature 𝜅𝑖 = |Δ𝜃𝑖|/

‖(Δ𝑥𝑖 , Δ𝑦𝑖)‖ and angular velocity Δ𝜃𝑖/Δ𝑡𝑖. We also 

apply statistical features to all four characteristics and 

thus obtain 4 × 6 = 24 features, to which we add three 

more numerical features: the number of sign changes 

in Δ𝜃, the per event flip rate and the total absolute 

rotation ∑  𝑖 |Δ𝜃𝑖|. Angular features are often used 

together with kinematic features (Antal and Egyed-

Zsigmond, 2019; Shen et al., 2013). They are useful for 

modeling the geometric nature of mouse movement. 

Spatial (16 features). The group of spatial 

features consists of more general representations of 

the mouse movement trajectory. For each window, 

we compute the length of each segment 𝑠𝑖 =

‖(Δ𝑥𝑖 , Δ𝑦𝑖)‖. The total path length is also computed 

as the sum of these segments: 𝐿 = sum𝑖𝑠𝑖 . Then we 

compute 𝐷 = ‖(𝑥𝑊 − 𝑥1, 𝑦𝑊 − 𝑦1)‖, which reflects 

the displacement between the beginning and the 

end of the window. Next, we compute the ratio η = 

D / L, which we called the path efficiency. In 

addition to these length values and their ratio, we 

also compute the width w = max xᵢ − min xᵢ and 

height h = max yᵢ − min yᵢ of the rectangle that 
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encloses all cursor movement points, as well as the 

area of this rectangle 𝐴 = 𝑤 ⋅ ℎ and its aspect ratio 

𝛼 = 𝑤/(ℎ + 𝜀). We also compute the mean center of 

the cursor coordinates (𝑐̂𝑥 , 𝑐̂𝑦) = (𝑥̅/𝑊screen , 𝑦̅/

𝐻screen ) and its displacement relative to the 

centroid, which is computed by the formula 

𝑠rms = √
1

𝑊
∑ 

𝑊

𝑖=1

((𝑥𝑖 − 𝑥̅)2 + (𝑦𝑖 − 𝑦̅)2). (6) 

In total, we have 10 spatial features. In addition, 

we will also apply six statistical features to the 

feature related to the variability of the window 

segment lengths, which will result in 16 features. 

The spatial group is closely related to the Fitts'-law 

tradition in human-computer interaction 

(MacKenzie, 1992), where path efficiency η is the 

central performance measure. 

Temporal (11 features). The temporal feature 

vector concatenates stats₆ of the inter-event time 

differences Δ𝑡 = (Δ𝑡1, … , Δ𝑡𝑊−1), the window 

duration 𝑇 = 𝑡𝑊 − 𝑡1, the event rate 𝑊/𝑇, the pause 

count, the total pause duration 𝑇pause = ∑  𝑖:Δ𝑡𝑖>0.5
Δ𝑡𝑖 

and the pause fraction 𝑇pause /𝑇, giving us 6 + 5 = 11 

temporal features. Temporal features are the mouse-

dynamics analogue of the keystroke-timing features 

used by Killourhy and Maxion (2009) for keystroke-

dynamics anomaly detection. 

Click (15 features). The relative frequencies of 

the event types and active buttons are recorded, 

together with the mean and standard deviation of 

click durations, where each Pressed event is 

matched to its first subsequent Released event on 

the same button. Click-event features are used by 

Antal and Egyed-Zsigmond (2019) as a separate 

feature group on Balabit; they capture per-user 

habits in mouse-button usage that are largely 

orthogonal to cursor-trajectory features. 

Heatmap (26 features). The screen-relative 

cursor positions 𝑥̂𝑖 =
𝑥𝑖

𝑊screen 
, 𝑦̂𝑖 =

𝑦𝑖

𝐻screen 
 are 

quantised onto a 4 × 4 grid with cell indices 𝑔𝑥
(𝑖) =

⌊4𝑥̂𝑖⌋, 𝑔𝑦
(𝑖) = ⌊4𝑦̂𝑖⌋ and the resulting normalised 

histogram 𝐻 ∈ [0,1]4×4 contributes 16 features. Its 

Shannon entropy 

ℋspatial = −∑  

𝑗,𝑘

𝐻𝑗,𝑘 log2𝐻𝑗,𝑘 (7) 

contributes 1 feature. The path-direction histogram 

of 𝜃𝑖 on 8 uniform bins of (−𝜋, 𝜋] contributes 8 

features and its Shannon entropy contributes 1, 

giving 16 + 1 + 8 + 1 = 26 heatmap features. 

Higher-order statistical (16 features). Skewness 

and kurtosis of 𝑥, 𝑦, 𝑣, 𝑣𝑥, 𝑣𝑦 ; Pearson correlations 

𝜌(𝑥, 𝑦) and 𝜌(𝑣𝑥 , 𝑣𝑦); the slopes 𝛽̂𝑥 , 𝛽̂𝑦 of the linear 

regressions of x and y on t; and the standard 

deviations of Δ𝑥 and Δy. These descriptors are the 

asymmetry and tail-heaviness summaries that 

distinguish users whose first two moments 

coincide but whose distribution shapes differ. 

5. Differential-geometric features 

The differential geometry of curves describes a 

trajectory through pointwise invariants that 

depend only on the shape of the curve in space, not 

on the way it is traversed in time. We work with 

the time-augmented path 𝛾(𝑡) = (𝑡, 𝑥(𝑡), 𝑦(𝑡)) ∈ ℝ3 

and derive four small groups of features. 

Frenet–Serret invariants (18 features). 

Estimating velocity 𝑣(𝑡) = 𝛾′(𝑡), acceleration 

𝑎(𝑡) = 𝛾′′(𝑡) and jerk 𝑗(𝑡) = 𝛾′′′(𝑡) by forward 

finite differences, the curvature and torsion of 𝛾 at 

each point are 

𝜅(𝑡) =
‖𝑣(𝑡)×𝑎(𝑡)‖

‖𝑣(𝑡)‖3
,   𝜏(𝑡) =

(𝑣(𝑡)×𝑎(𝑡))⋅𝑗(𝑡)

‖𝑣(𝑡)×𝑎(𝑡)‖2
.  (8) 

For a curve confined to the plane z = 0 (the 

spatial cursor path) the torsion vanishes and the 

curvature reduces to the signed plane curvature 

𝜅2(𝑡) =
𝑥′(𝑡)𝑦′′(𝑡) − 𝑦′(𝑡)𝑥′′(𝑡)

(𝑥′(𝑡)2 + 𝑦′(𝑡)2)
3
2

(9) 

positive for counter-clockwise turns and negative 

for clockwise turns. Each of κ, τ and κ₂ contributes 

stats₆, giving 3 × 6 = 18 Frenet–Serret features. 

Higher-order shape descriptors (9 features). As 

higher-order shape features, we used several 

numerical characteristics, such as the arc length of 

the trajectory in three-dimensional time-

augmented path and in two-dimensional 

augmentation without time taken into account, 

based only on the cursor coordinates; the sum of 

the absolute curvature values ∫  
𝑇

0
|𝜅|𝑑𝑠; the bending 

energy, computed as the sum of squared curvature 

∫  
𝑇

0
𝜅2𝑑𝑠; the sum of the absolute torsion values 

∫  
𝑇

0
|𝜏|𝑑𝑠; the number of inflection points 𝜅2; and the 

signed sum of turns ∑  𝑖 Δ𝜃𝑖, together with its 

absolute value. 

Equiaffine arc length (2 features). The two-

thirds power law of Lacquaniti (Lacquaniti et al., 

1983) is naturally measured by the equiaffine arc 

length 
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𝑑𝑠𝑎 = |𝑥′(𝑡)𝑦′′(𝑡) − 𝑥′′(𝑡)𝑦′(𝑡)|
1
3𝑑𝑡, (10) 

which is constant in t whenever the trajectory 

exactly follows the law. We extract the integrated 

equiaffine arc length 𝑆𝑎 = ∫  
𝑇

0
𝑑𝑠𝑎 and the standard 

deviation of the discrete equiaffine velocity 
𝑑𝑠𝑎

𝑑𝑡
. 

Curvature scale-space (4 features). Real mouse 

traces contain micro-jitter that pollutes the 

inflection-point count. The curvature scale-space of 

Mokhtarian and Mackworth (1992) regularises this 

by smoothing the trajectory with a Gaussian kernel 

of bandwidth σ before counting inflection points: 

𝑍(𝜎) = #{𝑠 ∈ (0, 𝑇): 𝜅2[𝑥𝜎 , 𝑦𝜎](𝑠) changes sign } (11) 

𝑍(𝜎) is non-increasing in σ. We use the four 

scales 𝜎 ∈ {1,2,4,8}, which probe the geometry 

from fine-grained to coarse. 

In total the differential-geometric vector has 34 

features, split into the four groups summarised 

above. 

6. Path-signature features 

Rough-path theory provides a lossless, ordered 

representation of any multidimensional trajectory: 

the path signature. 

Let 𝛾: [0, 𝑇] → ℝ𝑎 be a continuous path. The 

signature of 𝛾 is the collection of all iterated 

integrals of 𝛾 along itself: for every multi-index 

(𝑖1, … , 𝑖𝑘) with 𝑖𝑗 ∈ {1, … , 𝑑} 

𝑆𝑖1𝑖2…𝑖𝑘(𝛾) = ∫  
0<𝑡1<⋯<𝑡𝑘<𝑇

𝑑𝛾𝑖1(𝑡1)⋯𝑑𝛾𝑖𝑘(𝑡𝑘) (12) 

The integer k is the level. The truncated 

signature at level N has 

dim𝑆≤𝑁(𝛾) = ∑  

𝑁

𝑘=1

𝑑𝑘 (13) 

scalar entries. For the time-augmented path 𝛾(𝑡) =

(𝑡, 𝑥(𝑡), 𝑦(𝑡))(𝑑 = 3) and 𝑁 ∈ {2,3,4} this gives 12, 

39 and 120 entries. 

Two key properties. The Hambly–Lyons 

theorem (Hambly and Lyons, 2010) guarantees that 

the signature determines the path up to tree-like 

equivalence, and the iterated integrals of Eq. (12) 

are invariant under monotone time 

reparameterisations of γ. For mouse dynamics this 

translates to: the signature distinguishes two users 

with different trajectory shapes, but accepts the 

same user moving the cursor at different speeds. 

Lead-lag augmentation. The bare signature of a 

piecewise linear path cannot capture cross-

coordinate covariation. The lead-lag transform 

(Chevyrev and Kormilitzin, 2024) doubles the 

coordinate space: for {𝑝𝑖}𝑖=1
𝑛 ⊂ ℝ𝑑 on path 𝛾, the 

lead-lag path LL(𝛾) has 2n − 1 points 

LL(𝛾)2𝑘−1 = (𝑝𝑘, 𝑝𝑘), LL(𝛾)2𝑘 = (𝑝𝑘+1, 𝑝𝑘))⁡⁡⁡⁡(14) 

so that the level-2 signature of LL(γ) satisfies, for 
1 ≤ 𝑖, 𝑗 ≤ 𝑑, 

𝑆(𝑖,𝑑+𝑗)(LL(𝛾)) − 𝑆(𝑑+𝑗,𝑖)(LL(𝛾)) = 2[𝛾𝑖 , 𝛾𝑗]
0,𝑇′

(15) 

where [𝛾𝑖, 𝛾𝑗] is the discrete quadratic covariation. 

Lead-lag thus exposes Lévy-area information that 

the bare signature cannot. 

Path normalisation. Without normalisation, 

signatures are dominated by absolute coordinate 

magnitudes rather than by trajectory shape. We min-

max-normalise (𝑥, 𝑦) to [0, 1] within each window, 

which also removes screen-resolution bias. 

Configurations. We test three augmentations 

— bare (𝑥, 𝑦), time-augmented (𝑡, 𝑥, 𝑦), lead-lag of 

(𝑡, 𝑥, 𝑦) — at levels N = 2, 3, 4. The empirical results 

(Table 1) show that lead-lag at L = 3 is the only 

configuration that crosses AUC 0.74; we therefore 

take it as the canonical signature representation for 

the rest of the paper. 

7. Optimal-control residual features 

Mouse trajectories are produced by the human 

motor system. Models of this system make explicit 

predictions about how a goal-directed movement 

should look; the difference between the actual 

trajectory and the model's prediction is itself a 

discriminative feature. We use three classical 

motor-control models. 

Flash–Hogan minimum-jerk (10 features). 

According to the minimum jerk model proposed 

by Flash and Hogan (1985) in their study of the 

motor system, when performing a goal-directed 

action, such as pressing a key with a finger, 

reaching a hand toward an object, drawing with a 

brush or moving a mouse cursor to a button, the 

central nervous system tends to choose a trajectory 

that minimizes jerk. In other words, smoother 

trajectories are more energy-efficient and 

predictable, so the brain prefers them. The result of 

this study is one of the fundamental findings in the 

neurobiology of the motor system. 

Formally, if the movement of the human motor 

system starts at point A at time 𝑡 = 0 and ends at 

point B at time 𝑡 = 𝑇 and both at the beginning and 

at the end of the movement the velocity and 

acceleration are zero, then the Flash–Hogan model 

states that the trajectory of this movement 
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minimizes the following functional: 

𝐽[𝑝] = ∫  
𝑇

0

‖𝑝(3)(𝑡)‖
2
𝑑𝑡 (16) 

under boundary conditions: 

𝑝(0) = 𝐴, 𝑝(𝑇) = 𝐵,
𝑝̇(0) = 𝑝̇(𝑇) = 0, 𝑝̈(0) = 𝑝̈(𝑇) = 0.

(17) 

The Euler–Lagrange equation associated to 

equation (16) is the linear sixth order differential 

equation 𝑝(6)(𝑡) = 0,, whose solution under the 

above boundary conditions is the unique fifth 

order polynomial: 

𝑝̂(𝑡) = 𝐴 + (𝐵 − 𝐴)(10𝜏3 − 15𝜏4 + 6𝜏5), 𝜏 =
𝑡

𝑇
, (18) 

and the minimum value of the cost functional is, by 

direct integration 

𝐽𝑚𝑖𝑛 =
720‖𝐵 − 𝐴‖2

𝑇5
. (19) 

For the trajectory p(t) formed by the user’s 

mouse cursor movement, we compute the value of 

the functional 𝐽obs = ∫  
𝑇

0
|𝑝(3)(𝑡)|

2
, 𝑑𝑡. We then 

compare the user’s actual movement trajectory 

with Equation (18), which specifies the trajectory 

predicted by the brain according to the Flash–

Hogan model. The difference between the “ideal” 

trajectory that should be produced by the user’s 

nervous system and the actual trajectory is a 

characteristic feature or signature, by which the 

user can be identified. 

Comparing the observed window trajectory 

𝑝(𝑡) with 𝑝̂(𝑡) we extract: residual RMSE 

√∑  𝑖 ‖𝑝(𝑡𝑖) − 𝑝̂(𝑡𝑖)‖
2/𝑊, per-axis RMSEs, the 

maximum residual, the cost ratio 𝐽obs/𝐽𝑚𝑖𝑛 overall 

and per axis, the time of peak speed normalised by 

T, and its absolute deviation from 0.5 (10 features). 

Two-thirds power law (6 features). When a 

person makes a smooth curved movement, they 

slow down on tight bends and speed up on straight 

stretches. Lacquaniti et al. (1983) proposed a 

mathematical model that makes it possible to 

quantify this slowing down. According to this 

model, the speed 𝑣(𝑡) = ‖𝑝̇(𝑡)‖ is proportional to 

the cube root of the local radius of curvature 𝑅(𝑡) =

1/|𝜅2(𝑡)|, where 𝜅2 is the signed plane curvature 

from equation (9): 
 

𝑣(𝑡) = 𝐾𝑅(𝑡)𝛽 . (20) 
 

with the exponent 𝛽 = 1/3 across drawing speeds, 

drawing tasks and subjects. The factor K is piecewise 

constant along each smoothly drawn segment. 

Different users follow this empirical law with 

different degrees of precision. For some people, the 

value of 𝛽̂ is very close to 1/3, while for others there 

are significant deviations. The values of 𝛽 and K for 

the user’s actual movement are computed using 

least-squares regression on the logarithmically 

linearized relationship log⁡𝑣 = log⁡𝐾 + 𝛽log⁡𝑅, 

restricted to interior points. 

Based on Lacquaniti’s law, six features are 

computed that reflect how well the user follows it: the 

value of 𝛽̂, which indicates the empirical exponent of 

the law for the user, log⁡𝐾 as the scaling coefficient, 

the regression coefficient of determination R², the 

standard deviation of the regression residuals, the 

absolute deviation |𝛽̂ − 1/3| and the number of 

points used to fit the regression. 

Optimal-feedback-control prediction 

residuals (7 features). Todorov and Jordan’s 

hypothesis (Todorov and Jordan, 2002) of optimal 

feedback control extends the minimum-jerk 

concept to real-time control under noisy 

conditions. The essence of the hypothesis is that the 

human brain runs an internal prediction algorithm 

for any ongoing movement. The brain predicts the 

ongoing movement and, as information about it 

arrives, adjusts subsequent predictions, improving 

accuracy based on the mismatch between the 

actual and the predicted trajectory. We will call the 

mismatch at each step between the predicted and 

the actual position the residual prediction error. 

In our study, we will use a direct implication of 

Todorov and Jordan’s hypothesis. As a kinematic 

predictor, we will use a simple extrapolation of the 

next point based on the two previous points of the 

trajectory: 

𝑝̂𝑡+1 = 𝑝𝑡 + (𝑝𝑡 − 𝑝𝑡−1)
Δ𝑡𝑡
Δ𝑡𝑡−1

, (21) 

with the prediction residual 𝑣𝑡 = 𝑝𝑡+1 − 𝑝̂𝑡+1 

normalised by Δ𝑡𝑡 to make it scale-invariant. 

Based on this predictor, we will extract features 

that will complete the set of features from optimal 

control theory: variance across coordinates, the 

maximum deviation value, kurtosis across 

coordinates, autocorrelation of deviations with lag-

1 and a whiteness statistic based on the chi-square 

criterion Nr2. In total the optimal-control vector has 

23 features. 

Fig. 1 illustrates visual representation of the 

three proposed feature families operating on the 

same window. 
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Fig. 1. Three feature families operating on the same window. 

8. Experimental results 

The experiments were conducted on the 

Balabit and SapiMouse datasets using the feature 

sets proposed in this work. All tests were 

performed using the same one-class Mahalanobis 

detector. In the first experiment, the Balabit dataset 

was used, and the results of anomaly detection and 

user identification were evaluated for different 

feature sets. The results of each group of the 

proposed features were compared both with each 

other and with a reference set formed from features 

described in the existing literature on mouse-

dynamics analysis. In addition, the combined 

effectiveness of the features was evaluated, that is, 

the results when they were combined. The 

experimental results are presented in Table 1. 

 

Table 1. Per feature group results on Balabit. 

Representation Dim. AUC EER F₁ 

Reference bank (REF) 142 0.779 0.275 0.765 

Path signature, lead-lag L=2 42 0.734 0.305 0.713 

Path signature, lead-lag L=3 258 0.782 0.286 0.743 

Diff. geometry (DG) 34 0.694 0.359 0.696 

Optimal control (OC) 23 0.749 0.291 0.743 

DG + SIG (lead-lag L=3) 292 0.793 0.264 0.754 

DG + REF 176 0.793 0.267 0.769 

OC + DG + SIG 315 0.799 0.268 0.764 

All four (REF + SIG + DG + OC) 457 0.810 0.249 0.774 

 

From the results in Table 1, the four single-

family rows reveal a more nuanced picture than a 

simple “one family wins” story. Among the three 

new feature families proposed in this work, the 

optimal-control vector (OC) gives the strongest 

standalone result on Balabit (AUC = 0.749), and 

does so with the smallest feature dimensionality of 

any configuration in the table — only 23 features 

against the 142 of the reference bank, the 258 of the 

lead-lag signature, and the 34 of the differential-

geometric vector. The lead-lag L=3 path signature 

is close behind (AUC = 0.782, comparable to the 

literature baseline at AUC = 0.779). The differential-

geometric vector, when fed into the Mahalanobis 

detector on its own, under-performs the rest at 

AUC = 0.694; we return to this observation below, 

where we show that the standalone weakness is in 

fact a curse-of-dimensionality artefact rather than a 

property of the DG features themselves. 

In the second half of Table 1, the results of 

experiments with different combinations of feature 

sets are presented. This part of the experiment was 

conducted to determine which feature sets work 

best when used together. From the results 

presented in this table, it can be seen that 

combining feature sets improves the detector’s 

performance, reaching its highest value (AUC = 

0.810) when all four feature sets are combined. This 

behavior raises the question of whether adding 

new features will always improve the detector’s 

performance metrics, and what balance between 

the number of features and the quality of the result 

is optimal. To investigate this, Fig. 2 was 

constructed, showing the considered feature sets 

on a plot of ROC-AUC as a function of the feature-

set dimensionality. 
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Fig. 2. Pareto frontier in the (feature dimention, 

AUC) plane on Balabit dataset. 

From the experiment, the results of which are 

shown in Fig. 2, it can also be seen that as the 

dimensionality of the feature set increases, the 

ROC-AUC value increases. Therefore, the best 

results on this plot fall in the upper-right part. 

However, ideally, we would like to reduce the 

number of features required to achieve a good 

result, since this will speed up computation and 

reduce memory and computational resource 

requirements in real-time operation (Asgarov, 

2025). For example, the OC feature set proposed in 

this work yields AUC = 0.749 with a dimensionality 

of only 23. At the same time, the best indicator 

among all the combinations presented in Figure 3 

was achieved by the REF + SIG + DG set: it 

outperformed the others in AUC (0.815), but its 

dimensionality is 434. This means that the 

improvement was only 0.06 in AUC at the cost of 

increasing the number of features by a factor of 18, 

which will ultimately affect the performance of the 

final behavior-modeling and deviation-detection 

system. 
 

 

Fig. 3. Fusion progression: every feature family 

added to the reference baseline results on Balabit 

dataset. 

The same experiments were then conducted on 

the SapiMouse dataset, which, unlike the Balabit 

dataset, consists of short-term user sessions. The 

results of these experiments are presented in Table 

2, which shows the AUC and EER metrics for both 

datasets. The table shows that in the SapiMouse 

dataset the best result was achieved by the REF 

feature set, outperforming the feature sets 

proposed in this work. Among the methods 

proposed in this work, the OC feature set once 

again showed the best result, demonstrating the 

same EER = 0.291 in both datasets and thereby 

confirming the flexibility of this feature set with 

respect to the size of the user session.

 

Table 2. Cross-dataset AUC and ERR results for all feature families. 

Representation Dim. Balabit AUC Balabit EER SapiMouse AUC SapiMouse EER 

REF 142 0.779 0.275 0.798 0.202 

SIG (lead-lag L=3) 258 0.782 0.286 0.538 0.462 

DG (Diff. geometry) 34 0.694 0.359 0.646 0.354 

OC (Optimal control) 23 0.749 0.291 0.709 0.291 

Another interesting observation from the results 

in Table 2 is the sensitivity of the four feature groups 

to the dataset, that is, to the data-collection regime. 

For example, the SIG feature set showed the best 

AUC value of 0.782 among all the considered feature 

sets on the Balabit dataset with long sessions, but at 

the same time produced significantly weaker results 

on the SapiMouse dataset with short sessions. In real 

environments, users may have sessions of different 

lengths, so it is especially important to understand 

which features perform better or, more importantly, 

perform equally well for different session lengths. 

Fig. 4 clearly illustrates this asymmetry. The closer a 

feature set is to the diagonal, the more balanced it is 

with respect to both session operation regimes. From 

this plot, it is also clear that the REF, OC, and DG sets 

handle this balance well, whereas SIG lags noticeably 

behind the diagonal. This indicates that this feature 

set works well only when there is a large amount of 

training data. 
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Fig. 4. Cross-dataset regime fingerprint. 

Different users have different mouse-usage 

habits, which is also reflected in the Balabit dataset 

used in this work. For a more accurate evaluation 

of the features, it is important not only to assess the 

average results across all users in the dataset, but 

also to analyze these feature sets for each user 

individually in order to understand the 

distribution of scores. Given that the Balabit 

dataset contains only ten users, this distribution 

can be visualized clearly, which was done in Fig. 5, 

where the AUC values are shown for each feature 

set for each user. From the figure, it can be seen that 

the most problematic, that is, the most difficult to 

model, are users 16 and 21, whereas users 7 and 9, 

on the contrary, are easier to model: with them, 

almost all feature sets perform equally well. 

 

Fig. 5. Per-user AUC heat strip on Balabit dataset. 

Among the feature sets proposed in this work, 

the OC set turned out to be the best in terms of 

performance and in terms of the balance between 

the two datasets with different session lengths. 

Therefore, next this feature set was studied in more 

detail, and several additional experiments were 

conducted for it. The OC set consists of three 

subgroups: Minimum-jerk residuals, Two-thirds 

power law, and OFC prediction residuals, which 

together yield 23 features. As part of one of the 

additional experiments, the results of each 

subgroup of the OC set were evaluated. The results 

of this experiment are presented in Fig. 6, which 

show that the two-thirds power law subgroup 

yields the best results. 

 

 

Fig. 6. OC sub-groups evaluation in isolation on 

Balabit dataset. 

The success of the results for the features in the 

Two-thirds power law subgroup raises the 

question of whether it is possible to further reduce 

the number of features while maintaining a high 

AUC value. How many of the 23 features in the OC 

feature set are actually sufficient for high-quality 

modeling of user behavior? To determine this, an 

experiment was conducted using a greedy forward 

selection algorithm over the 23 OC features: at each 

step, the feature that maximally increased the 

average AUC across users was added. Fig. 7 shows 

the results of this experiment. They indicate that 

the peak AUC is achieved when using only 7 

features and equals AUC = 0.794, which even 

exceeds the result of the OC set when using all 23 

features. 
 

 

Fig. 7. Greedy forward selection over the 23 OC 

features on Balabit. 
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Despite the good results of the OC feature 

subset, which outperforms the evaluation of the 

entire OC set, it is important to note that selecting 

a feature subset using a greedy algorithm is not a 

robust and widely applicable solution. The OC 

feature set, like the other sets proposed in this 

work, has a mathematical and theoretical basis for 

use as mouse-dynamics features. However, the 

subset extracted from the overall set generally does 

not have such a basis. Therefore, it cannot be 

assumed that these 7 features, selected from 23, will 

always show similarly high results on large 

samples of heterogeneous users. A more acceptable 

approach would be to compare each feature 

separately to obtain an overall understanding of 

the effectiveness of each of the considered features. 

Fig. 8 shows the univariate significance of each 

feature of the OC set individually. From the figure, 

it can be seen that the best result is achieved by the 

R² feature, which belongs to the two-thirds-law 

subgroup. However, this is rather an exception: 

almost all other features of this subgroup perform 

worse than the features of the minimum-jerk 

subgroup, which shows consistently high results. 

 

 
Fig. 8. Per-feature univariate ROC–AUC across 

the 23 OC features. 

9. Discussion 

In practice, a feature set is valuable only when 

its results can be trusted and reproduced. Because 

Balabit contains few users, an observed difference 

may favour a particular sample rather than reflect 

a genuine effect and even an accurate 

representation is of little use if it is unstable or 

expensive to compute. We therefore look at the 

reliability, stability, and computational cost of the 

proposed features. 

Statistical significance. The performance 

results of the proposed features presented in Tables 

1 and 2 are mean values obtained on datasets with 

a small number of users. Therefore, the differences 

between the feature sets may be either real or 

random, driven by the particular user sample used 

when evaluating accuracy. To confirm whether 

differences exist and to determine which feature set 

is better or worse, a statistical evaluation is 

required. As part of this evaluation, we will 

compute two metrics: a confidence interval, which 

shows the range within which the mean result may 

vary for a different sample of users and a p-value, 

which reflects the probability that the observed 

difference between two compared feature sets 

arose by chance. The results of the statistical 

evaluation are presented in Table 3. 

Table 3. Statistical significance on Balabit dataset. 

Comparison ∆AUC p 

OC vs REF -0.03 0.06 

SIG vs REF 0.00 0.85 

DG vs REF -0.08 0.05 

DG+REF+SIG vs REF +0.04 0.04 

All four vs OC +0.06 0.01 

Under the Wilcoxon criterion, the threshold p 

value is 0.05. When comparing two feature sets, if 

p exceeds this threshold, the gap between the sets 

is considered random. If p is below the threshold, 

the gap is considered significant, meaning it is 

likely real. In that case, the sign of ΔAUC can be 

used to determine which set is better. 

From the results in Table 3, OC is on average 0.03 

lower than REF, but p = 0.06, which is slightly above 

the 0.05 threshold. This gap could have arisen by 

chance. Therefore, one cannot claim that REF is better, 

since there is no statistically significant difference 

between them. OC achieves comparable values with 

23 features versus 142 for REF. 

For SIG versus REF, the difference in AUC is 

minimal and p is large. This indicates that the 

differences are random and both sets show 

practically the same performance. 

In the remaining three cases, p does not exceed 

the threshold value, so the differences are 

significant. Therefore, REF is better than DG. The 

fusion of DG+REF+SIG is better than REF. The 

fusion of all four is better than OC. 

Robustness. Because the samples in datasets 

are small, we also need to verify that the findings 

do not depend on which users were picked in 

evaluation experiments. For robustness evaluation 

we reuse the same data in two ways: for Balabit 
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dataset we remove one user at a time and repeat 

experiments and for SapiMouse dataset we re-

draw the users with several random seeds. The 

results of robustness evaluation experiments 

showing AUC values are shown in Table 4. 

Table 4. Stability across samples. 

Feature set Balabit SapiMouse 

OC 0.75 0.67 

REF 0.78 0.68 

DG 0.69 0.65 

SIG 0.78 0.55 

 

Based on the results of the robustness 

evaluation experiment, it can be said that, across 

random draws, the optimal-control vector remains 

strong and varies the least. The reference bank is 

comparable but fluctuates more. The differential-

geometric vector is moderate. The signature is 

consistently strongest on short sessions. Excluding 

any single Balabit user has little effect on the result, 

so the conclusions are stable rather than artefacts of 

one sample. 

Computational complexity and deployment. 

In continuous authentication systems, two key 

factors are the resource consumption of the device 

and the system speed. Since authentication must 

run continuously and detect anomalies in real time, 

it must operate fast enough. As an important 

component of the system, the features must also be 

inexpensive to extract from the endpoint raw 

telemetry. Therefore, it is reasonable to evaluate 

the computational cost of these features. 

For the REF, DG, and OC sets, the 

computational cost increases slowly as the window 

grows. For the signature set, the cost increases 

much faster as its level grows, so the signature is 

the most expensive. Table 5 presents the cost of 

computing each proposed feature as a function of 

window length W, the time in milliseconds 

required to compute the feature for one window, 

and the number of windows that can be processed 

per second. 

Table 5. Per-window feature-extraction cost. 

Representation Dim. Cost ms/win win/s 

OC (Optimal control) 23 𝑂(𝑊) 0.17 5861 

DG (Diff. geometry) 34 𝑂(𝑊𝜎) 0.38 2634 

REF (reference bank) 142 𝑂(𝑊log⁡𝑊) 0.85 1175 

SIG (lead-lag L=2) 42 𝑂(𝑊𝑑2) 1.11 905 

SIG (lead-lag L=3) 258 𝑂(𝑊𝑑3) 1.85 542 

SIG (lead-lag L=3) 1554 𝑂(𝑊𝑑4) 3.34 299 

 

As Table 5 shows, the optimal-control vector is 

the cheapest to extract and the signature is the most 

expensive. The signature costs about ten times 

more. Even the slowest option still needs under 

two milliseconds per window. One window spans 

about thirty seconds of activity. This load is 

negligible, so the method runs comfortably in the 

background on ordinary hardware. 

10. Conclusion 

This work presents three families of features for 

modeling user behavior on an endpoint device 

based on mouse-interaction data, grounded in 

mathematical models. The proposed feature sets 

are also intuitively interpretable. To evaluate their 

effectiveness, many experiments and tests were 

conducted. In addition, these features were 

compared with a reference set compiled from the 

literature on features used in mouse-dynamics 

analysis in recent years. The tests were conducted 

on the Balabit dataset, which contains mouse-

activity event data with long sessions of about 5 

hours, and on the SapiMouse dataset, which 

consists of short-term sessions lasting 1 and 3 

minutes. All features were evaluated using the 

same one-class Mahalanobis detector. 

As a result of the experiments, it was found 

that the proposed feature sets are applicable for 

modeling user behavior based on mouse dynamics 

and achieve an AUC of at least 0.70 for each of the 

proposed feature sets on the Balabit dataset. At the 

same time, the SIG feature set demonstrates the 

best AUC results, outperforming the reference set; 

however, on the SapiMouse dataset, SIG shows 

weaker results. It was also found that combining 

several of the proposed feature sets increases 
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effectiveness, reaching AUC = 0.815 and F₁ = 0.774 

on the Balabit dataset. Among the proposed feature 

sets, the OC set turned out to be the best balanced 

in terms of results: it showed good results on both 

the Balabit dataset (AUC = 0.749) and the 

SapiMouse dataset (AUC = 0.709), while having 

only 23 features. 

Future work will focus on validating the 

proposed feature families on larger mouse-

dynamics datasets, including real-world endpoint 

environments with different devices, screen 

resolutions, operating systems, and user activity 

patterns. In addition, future studies may investigate 

adaptive and user-specific feature selection 

strategies, since the results show that compact 

subsets of optimal-control features can sometimes 

outperform the full feature vector. 

This work focused on demonstrating that the 

proposed features are robust for modeling human 

behavior based on mouse dynamics data. 

Therefore, within this work we compared the 

proposed features with existing ones. As a natural 

continuation, we plan to study these features 

further using more modern detection algorithms 

and models employed in biometric analysis, for 

example deep learning methods. 
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