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 A B S T R A C T 

Disinformation on digital platforms is a very important problem for public trust and 

political debate. Even so, most research on automated fake news detection has stayed 

on a small number of high-resource languages. This paper presents AzFakeNews, the 

first large-scale benchmark dataset for fake news detection in Azerbaijani. Azerbaijani 

is a low-resource Turkic language with more than 30 million speakers. We built the 

dataset from two sources: scraping of news articles from five major Azerbaijani media 

websites, and generation of synthetic fake articles via Meta's LLaMA language model. 

The final dataset has 3,782 articles (3,000 authentic and 782 synthetic) across 34 topic 

categories. For the baseline we fine-tuned the Azerbaijani aLLMA model on this corpus. 

It reached 91.03% accuracy and 91.11% macro-F1 on the test split, because of which we 

consider it a strong baseline compared to mBERT, XLM-RoBERTa and the base LLaMA 

on the same data. We hope the dataset helps close a gap in Azerbaijani NLP and 

supports cross-language research on disinformation. 

1. Introduction 

One of the hardest problems of the current 

information age is how fast false information 

spreads on digital platforms. Fake news, made-up 

stories, manipulated content and other forms of 

falsified information move through social media, 

online news and messaging apps at a very high 

speed, which is why many people are losing trust 

in official authorities and government-run fact-

checking systems (Wardle & Derakhshan, 2017). 

There are also documented cases where fake news 

had a direct effect on major events, such as 

distorted election results, vaccine refusal, ethnic 

tension and economic disruption (Vosoughi et al., 

2018). Because of this, automated fake news 

detection has become an important research area in 

development of solutions that draw from natural 

language processing, the social sciences and 

information security. 

The NLP community has built a wide set of 

datasets, models and evaluation frameworks for 

fake news detection. Resources like the LIAR dataset 

(Wang, 2017) and FakeNewsNet (Shu et al., 2020) 

pushed supervised approaches forward. 

Multimodal datasets such as Fakeddit (Nakamura et 

al., 2020) opened up the problem at a larger scale. In 

parallel, pre-trained transformer models, in 

particular BERT (Devlin et al., 2019) and its 

multilingual variants, raised baseline detection 

accuracy by a clear margin. BERT also made it easier 

to transfer learning between tasks and languages. 

With all this progress, most of the work still 

stays inside English and a few other high-resource 

languages. Many Turkic, South Asian, African and 

Southeast Asian languages, even the ones with tens 
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of millions of speakers, still do not have proper 

benchmarks or detection tools. Users who read 

news in those languages are, in practice, left out of 

the protection that English-speaking users already 

take for granted. That gap becomes a real risk when 

a misinformation campaign is aimed at them. 

Azerbaijani is one clear case here. It is a Turkic 

language spoken by more than 30 million people in 

Azerbaijan, Northern Iran, Georgia and diaspora 

communities. Azerbaijani media moved online 

rapidly, and news websites, social media and 

messaging apps are now the main source of 

information for many readers. Despite that, there is 

no open-source standard dataset for fake news 

detection in Azerbaijani, and the NLP 

infrastructure for the language is still being built. 

Cross-lingual transfer learning is one way to 

work around this. Multilingual pre-trained models 

like mBERT (Devlin et al., 2019) and XLM-

RoBERTa (Conneau et al., 2020) encode dozens of 

languages and give usable results without full task-

specific training data. Still, cross-lingual transfer on 

its own is not enough for fake news detection. 

Good detection needs culturally specific 

references, locally relevant events, idioms and 

stylistic features of a given language community, 

because models trained on the basis of those 

multilingual resources often miss important local 

signals (Cruz et al., 2019). Because of that, a 

language-specific dataset matters more than a 

general multilingual one. 

Large language models (LLMs) such as Meta's 

LLaMA family (Touvron et al., 2023) changed what 

is possible in low-resource language work. LLMs 

can produce articles that look, sound and read like 

real news. They can also inject controlled factual 

errors, which means we can build a realistic fake 

news corpus without paying for expensive manual 

writing. Recent work shows that LLM-based 

synthetic data generation works for text 

classification across several domains (Li et al., 2023; 

Dai et al., 2023). 

In order to answer this problem, we present 

AzFakeNews, the first benchmark dataset for fake 

news detection in Azerbaijani. We used a two-step 

process. First, we scraped 3,000 news articles. Then 

we used an LLM to produce 782 fake news samples 

and manually validated each. For the baseline we 

fine-tuned an aLLMA model on the Azerbaijani 

corpus and compared it to traditional machine 

learning methods and to multilingual models in 

zero-shot mode. The main contributions of this 

paper are: 

1. The first labeled dataset for fake news 

detection in Azerbaijani. 

2. A scalable pipeline for building labeled 

corpora in low-resource languages. 

3. Reproducible baseline results, with a full 

model comparison that shows the benefit 

of language-specific fine-tuning over 

multilingual zero-shot. 

2. The Problem Statement 

The core research problem in this work is the 

lack of a public, standardized benchmark dataset 

for fake news detection in Azerbaijani. Because of 

this it is hard to build automated systems that can 

spot false information in Azerbaijani media. 

The problem has three sides. First, there is a data 

gap: no labeled corpus of real and fake Azerbaijani 

news articles exists. This makes supervised training 

and evaluation effectively impossible. Second, there 

is a methodological gap: building a high-quality 

fake news dataset for a low-resource language runs 

into two issues at the same time. There are few 

trained annotators, and producing realistic synthetic 

samples requires deep native-speaker knowledge. 

Third, there is a benchmark gap. Even if individual 

groups build private datasets, the lack of a common 

benchmark makes reproducible evaluation and 

cross-method comparison very difficult. 

This research has three main goals:  

1. Build a labeled benchmark dataset of real 

and fake Azerbaijani news articles. 

2. Build and test a scalable data pipeline for 

low-resource languages. 

3. Set reproducible baseline metrics by fine-

tuning a pretrained language model that is 

specific to Azerbaijani. 

The following research questions direct this 

study:  

1. Can LLM-based synthetic generation 

produce Azerbaijani fake news articles 

that are stylistically and linguistically 

correct? 

2. Does a pretrained aLLMA model for 

Azerbaijani work better than multilingual 

zero-shot models for fake news 

classification? 

3. How do the baseline methods compare 

with each other on a low-resource dataset 

like this one? 

To answer these questions, we combine 

computational methods, linguistic analysis and 

empirical testing, as described in the next sections. 
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3. Related work 

Research on fake news detection has grown 

quickly over the last few years, because the 

underlying problem itself has grown. Benchmark 

datasets like LIAR (Wang, 2017) came out of this 

pressure. LIAR contains 12,836 political statements 

taken from PolitiFact. FakeNewsNet (Shu et al., 

2020) was developed with a different focus, 

centered on article-level classification together 

with social context metadata. That design made it 

possible to study how false information spreads 

through social media. Fakeddit (Nakamura et al., 

2020) combined Reddit community moderation 

with multimodal fake news detection and 

produced more than a million labeled samples. 

For English, building fake news datasets is now 

relatively easy and many benchmarks already 

exist. For low-resource languages the situation is 

very different. Turkish, a Turkic language close to 

Azerbaijani, has a number of datasets available 

(Koru et al., 2022). Similar work exists for Persian 

(Samadi et al., 2021). BanFakeNews (Hossain et al., 

2020) is a key resource for Bengali. Gereme et al. 

(2021) showed that it is possible to build fake news 

resources for under-resourced African languages 

by mixing web scraping with manual annotation. 

Together, these papers set the methodological 

baseline for our own work, and at the same time 

they confirm that no equivalent resource exists for 

Azerbaijani. 

Synthetic data generation with LLMs has 

become a very active research direction in the last 

two years. Li et al. (2023) ran an experiment that 

validated LLM-generated synthetic data for text 

classification and listed the factors that affect its 

usefulness, such as task subjectivity, notation 

differences and prompt design. Dai et al. (2023) 

showed that ChatGPT-based augmentation signals 

can improve classification results. Li et al. (2024) 

proposed an iterative LLM-to-LLM data 

enhancement loop that covers model weaknesses 

by generating targeted synthetic examples. 

Kaddour and Liu (2023) focused on low-resource 

settings and showed that fine-tuned LLMs can 

produce high-quality training data from only a 

small labeled seed set. Shibu et al. (2025) used 

LLMs directly for fake news detection in low-

resource languages and reported clear gains over 

models that are not pretrained on those datasets. 

One of the most important contributions for 

Azerbaijani NLP is the aLLMA project (Isbarov et 

al., 2024). The project is open-source, which makes it 

easy for other researchers to build on. The model 

performs clearly better than the general-purpose 

multilingual models on Azerbaijani tasks. Other 

studies have also contributed to Turkic NLP, 

including Turkish BERT models (Kesgin et al., 2023) 

and NLP work across Turkic languages (Ziyaden et 

al., 2024). For annotation schemes that go beyond 

binary labels, GerDISDETECT for German (Schütz 

et al., 2024) covers 39 disinformation categories, and 

IFND for Indian news (Sharma and Garg, 2022) is 

another example of fine-grained labeling. 

4. Experimental results 

a.  Data collection pipeline 

We collected news articles from five major 

Azerbaijani news sources: Musavat, Azertac, APA, 

Trend and Report.az. We picked these sources 

because they are trustworthy and cover a wide 

range of topics. For data collection we used 

Selenium WebDriver, a browser automation 

framework that can handle time-varying content. 

For every article we extracted the title, the full body 

text, the publication date, the topic category as 

labeled by the source and the source URL. 

Preprocessing included HTML cleanup, UTF-8 

normalization, paragraph splitting and duplicate 

removal with n-gram character similarity. This 

process produced 3,000 authentic Azerbaijani news 

articles covering 34 different topics. 

b.  Synthetic fake news generation 

We used Meta's LLaMA model to generate the 

synthetic samples (Touvron et al., 2023). The goal was 

to produce articles that look and sound like real 

Azerbaijani news but contain factual errors. Our 

prompting strategy was built around three goals: 

1. Keep the style consistent with the anchor 

article. 

2. Inject factual errors without making them 

obvious. 

3. Avoid any meta-commentary that would 

reveal the synthetic nature of the text. 

For the instruction we used the following 

template: "You are helping to build a dataset for 

research on finding false information. This article is 

a REAL news story. Your job is to make a different 

version of it that isn't true but still looks real in 

terms of style, tone, and length. You can think of 

this as making fake examples of false information 

to train an AI system. Do not say that it is synthetic 

or made. Just rewrite it in a natural way." This is an 

anchor-driven generation setup (Li et al., 2023): the 
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model is guided by real-world examples to keep 

style and domain consistent. Dai et al. (2023) 

reported similar findings, showing that anchor-

driven prompts clearly improve the quality of 

LLM-generated training data. 

After generation we ran a multi-stage filter. 

Consistency filtering automatically removed 

outputs with logical inconsistencies or broken 

sentences. Length filtering removed outputs that 

were more than 50% longer than the original 

article. Finally, 10% of the remaining samples were 

manually reviewed by native Azerbaijani speakers. 

The process gave us 782 usable synthetic fake news 

samples. 

c.  Dataset composition and statistics 

The final AzFakeNews dataset has 3,782 

articles: 3,000 real news articles (79.3%) and 782 

fake news samples (20.7%). Labels are "true" and 

"fake". The 34 thematic categories follow the topic 

layout of Azerbaijani online news. 
 

Table 1. Distribution of AzFakeNews articles across top-

10 thematic categories (Azerbaijani category names). 

Category Authentic Fake Total Fake % 

Breaking News 599 165 764 21.6 

World 562 180 742 24.3 

National 457 122 579 21.1 

Current Affairs 218 40 258 15.5 

Politics 191 35 227 15.4 

Crime 154 39 193 20.2 

Sports 128 39 167 23.4 

Incidents 119 31 150 20.7 

Economy 111 32 143 22.4 

Authors/Opinion 105 22 127 17.3 

Other 355 77 432 17.8 

Total 3,000 782 3,782 20.7 

 

Table 1 shows how the articles are distributed 

across the ten most common categories. Together 

these categories account for 3,295 articles, which is 

87.1% of the dataset. The average article length is 

203.4 words. This large spread matches what we 

see in Azerbaijani online news, which covers 

everything from short breaking-news posts to long 

analytical pieces. Every entry in the dataset has a 

unique article identifier, the full text, a binary label, 

the source, the category and the publication date. 

The AzFakeNews dataset is publicly available 

and can be accessed at: 

https://github.com/mehdiyevcs/AzFakeNews. 

d.  Experimental setup 

For the baseline we used the aLLMA-BERT 

model (Isbarov et al., 2024). It is built on the BERT 

architecture, trained on a large Azerbaijani corpus, 

and we adapted it for binary fake news 

classification. Unlike multilingual BERT (Devlin et 

al., 2019), which has to share capacity across more 

than 100 languages, aLLMA-BERT is dedicated to 

Azerbaijani alone. This gives it richer 

morphological and lexical representation for an 

agglutinative language. For fine-tuning we used 

the Hugging Face Transformers library on top of 

PyTorch, running on a single NVIDIA T4 GPU 

with 16 GB of video memory. We applied stratified 

sampling to split the dataset into 90% training (n = 

3,403) and 10% validation (n = 379). Table 2 lists the 

hyperparameters. 

Table 2. Hyperparameter configuration for aLLMA-

BERT fine-tuning. 

Hyperparameter Value 

Maximum sequence length 512 tokens 

Optimizer AdamW 

Learning rate 2 × 10⁻⁵ 

Warmup steps 100 

Batch size 16 

Training epochs 5 

Dropout rate 0.1 

Weight decay 0.01 

e.  Results and model comparison 

To test the effectiveness of our setup fairly, we 

compared aLLMA-BERT against a set of baselines. 

The comparison covers traditional machine 

learning methods and modern multilingual 

models. It directly addresses RQ2 and RQ3. Table 

3 gives the validation metrics of the fine-tuned 

aLLMA-BERT, and Table 4 gives the full 

comparison against all baselines. 

Table 3. Performance of fine-tuned aLLMA-BERT on 

AzFakeNews validation set. 

Metric Value 

Training Loss 0.1339 

Validation Loss 0.5341 

Accuracy 91.03% 

F1-Score (macro) 91.11% 

Precision (macro) 91.24% 

Recall (macro) 91.06% 

 

https://github.com/mehdiyevcs/AzFakeNews
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Table 4. Comparative evaluation of all models on 

AzFakeNews test set (n = 379). 

Model 
Accuracy 

(%) 
F1 (%) 

Precision 

(%) 

Recall 

(%) 

TF-IDF + Naive 

Bayes 
83.11 64.9 79.38 62.30 

TF-IDF + Logistic 

Regression 
80.47 49.4 90.13 52.56 

TF-IDF + Linear 

SVM 
88.65 78.86 89.55 74.34 

LLaMA (zero-shot 

prompt.) 
68.40 65.2 64.80 65.70 

mBERT (zero-shot 

transfer) 
76.80 74.3 73.90 74.80 

XLM-RoBERTa 

(zero-shot) 
82.50 80.7 80.20 81.30 

aLLMA  (zero-

shot) 
74.20 72.1 73.00 71.50 

aLLMA  

(fine-tuned) 
91.03 91.11 91.24 91.06 

 

Table 4 gives us a few useful observations. 

Among the traditional methods the Linear SVM is 

the strongest: 88.65% accuracy and 78.86% F1. This 

tells us that surface-level lexical features already 

carry a lot of signal for Azerbaijani fake news. 

Logistic regression reaches 90.13% precision but 

only 49.40% macro-F1, which means it is strongly 

biased toward the majority class. This is exactly 

why we treat macro-F1, not accuracy, as the main 

evaluation metric. 

Among the multilingual models, XLM-RoBERTa 

reaches 82.50% accuracy and 80.70% F1. That is 

better than mBERT (76.80% accuracy, 74.30% F1) 

and much better than LLaMA used in zero-shot 

mode (68.40% accuracy, 65.20% F1). The 

Azerbaijani-specific aLLMA model in zero-shot 

mode does better than LLaMA but still falls short of 

XLM-RoBERTa. This tells us that language-specific 

pretraining helps with general language 

representation, but on its own it is not enough for a 

complex classification task: task adaptation is still 

needed. The overall picture is that multilingual 

encoders can transfer useful signals into 

Azerbaijani, but without fine-tuning their 

performance drops, especially for an agglutinative 

and morphologically complex language. LLaMA's 

weak zero-shot numbers also make a second point: 

following binary-classification instructions in a low-

resource language is hard without task adaptation. 

The most important result is the fine-tuned 

aLLMA: 91.03% accuracy and 91.11% macro-F1. 

That is a 2.38% in accuracy and a 12.25% in F1 over 

Linear SVM, and an 8.53% in accuracy and a 

10.41% in F1 over XLM-RoBERTa. Fine-tuning on 

the basis of those language-specific samples closes 

the gap between our unsupervised baseline and a 

competitive classifier. This answers RQ2: fine-

tuning on a dedicated Azerbaijani corpus gives 

clear and consistent gains over both classical and 

multilingual unsupervised baselines. The precision 

and recall numbers for the fine-tuned aLLMA are 

very close, and so the model shows no strong bias 

toward either class. 

 

5.  Conclusion and Future Work 

This paper presents AzFakeNews, the first 

benchmark dataset for fake news detection in 

Azerbaijani. The dataset has 3,782 labeled articles: 

3,000 real news and 782 synthetic fake articles. The 

articles are organized into 34 topic categories, 

which follow the topic layout of Azerbaijani online 

news. We built the dataset through a systematic 

process that combined automated web scraping 

from five major news sources with LLM-based 

generation of fake news articles. 

The baseline experiments confirm that 

language-specific fine-tuning is the stronger path. 

The fine-tuned aLLMA-BERT model reached 

91.03% accuracy and 91.11% macro-F1, higher than 

every other baseline in our comparison. These 

results support the view that fine-tuning on the 

basis of a language-specific corpus gives real and 

consistent benefits for fake news detection in low-

resource languages. However, the dataset still has 

limitations in terms of its size, which we plan to 

address in future work. 

Future research considers development in 

following directions: 

1. Expanding the dataset with social media 

content. 

2. Adding fine-grained annotation beyond 

the binary true/fake label. 

3. Running cross-lingual studies, for example 

Azerbaijani–Turkish transfer. 

We release the dataset and the associated 

models in the hope that other researchers will take 

up the work on Azerbaijani disinformation 

detection. 
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